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Figure 1. We introduce a novel approach for sound recovery from multi-point, speckle-based vibration measurements. Our system captures
a grid of speckle-based vibration signals across an object’s surface. We derive a novel vibration forward model connecting the multi-point
two-axis measurements to the underlying scene sound source. The model relies on extracting the object’s vibrational modes from the data.
Then, we invert the model to estimate the scene sound source via optimization, yielding superior sound recoveries.

Abstract

Optical vibration sensing enables recovering the scene
sound directly from the surface vibration of nearby objects,
turning everyday objects into “visual microphones”. How-
ever, most prior methods had focused on capturing the vi-
brations of specific objects with highly favorable vibration
responses. These include objects where the surface vibra-
tions are generated by the object itself (e.g., speaker mem-
brane or guitar body) or objects consisting of a thin mem-
brane which is highly reactive to sound (e.g., a chip bag or
the leaf of a plant). In this paper, we tackle sound recovery
for a more challenging class of solid objects whose vibra-
tion responses are poor or highly resonant. We simultane-
ously capture vibrations for multiple surface points on the
object using a speckle-based vibrometry imaging system.
Then, we derive a novel physics-guided vibration formation
model that relates the scene sound source to the captured
multi-point multi-axis vibrations via the object’s vibrational
modes. The model is then used to reverse the resonant trans-
fer function of the vibrating object, fusing multiple vibra-

tion signals to estimate the original sound source in the
scene. We evaluate our approach by recovering sound from
a variety of everyday objects, demonstrating that it signifi-
cantly outperforms traditional single-point speckle vibrom-
etry in challenging scenarios and other signal-processing-
based methods for multi-signal fusing.

1. Introduction

From massive bridges to the gentle breathing of a sleep-
ing baby, the ability to enhance tiny, imperceptible motions
in the world around us has fascinated computer vision re-
searchers for over two decades [0, 9, 11-13, 17, 18, 28,
32,42-44, 46, 51, 52]. One particularly intriguing and elu-
sive type of motion is that of scene objects set in motion by
sound within the observed scene [10, 16, 25, 30, 36, 49].
Recovering these vibrations, optically, holds the promise of
capturing the complete audio-visual experience of a scene
with nothing more than a single device — a camera.

Davis et al. were the first to demonstrate a passive ap-
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proach combining a high-speed camera with motion magni- work. Firstly, we identify the mode shapes and frequencies
cation algorithms to extract scene sound from a video [16]. from the measured vibrations. Then, we model the captured
However, such passive approaches are generally impracspeckle shifts using this overcomplete modal basis and es-
tical because the vibration amplitudes induced by soundtimate the underlying scene sound by inverting the model.
are extremely small in standard video. In contrast, ac- Thus, to the best of our knowledge, we introduce the rst
tive techniques enabled the remote extraction of scene vi-method for vision-based sound recovery that ties speckle-
brations by illuminating the vibrating surface with a laser. based vibrometry with the mechanical vibrations of every-
The resulting interference pattern, called speckle, optically day objects.

ampli es the surface micro-vibrations by qrders of magni- We evaluate our method by capturing sound from various
tude [1, 4, 24, 26, 36, 47-49]. However, in the context of eyeryday objects having different materials and shapes (e.g.,
sound recovery, these prior methods focused on capturingy laptop, binder, guitar, drum, picture frame, and more).
vibrations of objects with especially favorable vibration re- oyr method yields signi cantly superior sound recoveries
sponses. These include "active' objects, where the surfacgyip respect to a single point capture [4, 10, 36, 47, 49].
vibrations are ge_nerated by the pbject itself (e.g-- a speakeljoreover, we show that our method outperforms “classical
membrane or guitar body), or thin, membrane-like SUrfacessignal-processing-based approaches such as averaging and
that are highly reactive to sound (e.g., a chip bag). In this ge|ay-and-sum in denoising the captured sound and “equal-
work, we seek to extend vision-based sound recovery 10 ajzing' its acoustics to remove the resonant timbre induced
class of more challenging objects whose impulse responsesyy the object's modes. We believe that our method con-
to ambient sounds are either weak or highly resonant. stitutes a signi cant advancement in visual sound recovery,
Our approach relies on recent works that enable a sin-moving the eld closer towards a general-purpose, camera-
gle camera to simultaneously record vibrations at multiple based acoustic sensing of real-world scenes.
scene points [10, 26, 36-38, 49, 50]. These advances nat-
urally raise the question: Can we combine the noisy vibra-
tions from many surface points captured on a single object 2. Background
to yield a single, maximally denoised sound measurement’?2 1. Vision-based scene sound recovery
The answer is non-trivial, as underscored by the poor per-="~"

formance of naive signal averaging (see Fig. 1). Moreover, |n the computer vision community, extracting sound from
unlike in a microphone array, where a global time delay re- yideos rst evolved as a special case of scene motion mag-
lates all pairs of individual measurements [3], our measure- pj cation [28, 32, 42—44, 46]. These methods used high-
ments are linked by the complex mechanical surface vibra-speed cameras to capture vibrating surfaces and estimate
tions induced by the impinging acoustic pressure wave. Fur-sound from texture displacements. Earlier, in the optics do-
thermore, each SpECkle-Vibraﬂon measurement y|e|ds tWO'main, sound recovery from videos relied on an active ap-
axis surface tilts that may have different acoustic prO les proach Ca”ed Speckle Vibrometry, Wthh senses re ected
[36]. Even for the single-point case, none of the works |aser interference patterns (i.e., speckle) [47—49]. In this
mentioned above provided a principled solution for merg- method, surface vibrations are derived from shifts in defo-
ing two-axis vibration, resorting instead to either playing cused speckle patterns, originating from surface microstruc-
one axis [36, 49] or assuming a global delay, as in two in- tyres, making it far more sensitive to small vibrations than
dependent microphones [10]. Starting from rst principles, texture-based methods [49]. Sheinin et al. introduced a
we derive a new forward model I|nk|ng the mechanical sur- dual_camera System e“minating the need for high_speed
face Vibrations induced by scene Sound to the resulting 2Dcapture Wh||e enab”ng mu'ti_point scene acquisition [36]
speckle shifts, enabling the fusion of signals from multiple \Mingxuan et al. then extended the visual vibrometry to
2D surface points in a principled, physics-guided manner. eyent cameras [10, 23, 31, 53]. Recently, Kichler et al. ex-
The key challenge in fusing multi-point signals is es- tended speckle vibrometry to a 2D scene grid to recover
timating and correcting their mutual frequency-dependentcontainer vibrations and infer their liquid contents. In this
phase delays and magnitude differences before averagingpaper, we leverage the 2D scene speckle vibration recovery
without over tting the noise frequencies. To tackle this, and focus on the novel task of modeling and estimating the
we use the insight that the object's modal frequencies andunderlying sound that yielded the vibrations.
shapes, if known, provide this missing link. Moreover, for
most objects, the modes form an orthogonal basis spanning o Modeling surface vibrations
all surface vibrations. Therefore, the modes can be used to
approximately invert the object's spatio-temporal impulse The dynamics of a thin, linearly elastic surface — whether a
response and estimate the underlying sound that inducednembrane dominated by in-plane tension or a plate domi-
the vibrations. Fig. 1 provides an overview of our frame- nated by bending stiffness — can be described by the general



wave equation [33, 40]:

@u

@t
where u(x; t) is the out-of-plane displacement at surface lo-
cation x, is the areal mass density, c(x) is the material
damping coefcient, T is the in-plane tension (for mem-
branes), D is the exural rigidity (for plates), and f(x;t) is
the external forcing per unit area. For membranes D =0,
and for thin plates under negligible tension T =0. Bound-
ary conditions determine the resulting modal structure.

Under linear vibration assumptions, the surface displace-

ment can be expanded as a sum over mode shapes [33]:

+¢(x) %l: Tr 2u+Dr ‘u=f(xt); (1)

u(x; t) = k() gk (1);

k=1
where (x) are the spatial eigenfunctions (mode shapes)
and g (t) are the temporal modal coordinates.

Projecting Eq. (1) onto each mode and invoking orthogo-
nality yields a second-order differential equation of motion
for each modal coordinate [15, 33]. Assuming also that the
driving pressure eld is approximately uniform across the
surface, i.e., f(x; t)=p(t) yields:

a®+2 W Leg®+! fa® = wp®)+ (@) (3)

where ! is the natural frequency of mode k is its damp-
ing ratio, g is the modal coupling coef cient to the uni-
form pressure eld p(t), and ¢ (t) represents measurement
or modeling noise. The values ok! , and ¢ depend
on the material properties (e.g., , T, D), geometry, and
boundary conditions of the surface.

In the frequency domain, Eq. (3) de nes an analytic rela-

)

tionship between the driving sound signal and the mechan-

ical response of each mode:
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The function G(!) is the transfer function of a second-
order linear oscillator [19], representing the frequency re-
sponse of the k-th mode.

Finally, under the same assumptions, Eq. (2) can be
rewritten as [33]:

ux;t) = k(X)) p@) g«® ;

k=1
where g (t) is the impulse response associated with mode
k, whose Fourier transform isy@!). This expression holds
generally for any linear vibrating surface. In simple cases
such as a uniform membrane or thin platgitpcan be de-
rived analytically from Eq. (5); for more complex or spa-
tially varying structures, t) must be obtained numeri-
cally or empirically.

(6)

3. Recovering sound from surface vibrations

3.1. Problem overview

Our camera captures the vibrations of a scene object on a
2D grid of surface points. As detailed below, each mea-
sured point yields a two-dimensional signal describing the
local surface vibrations. Our goal is to fuse all point signals
into a single, denoised audio estimate. Broadly speaking,
yielding the denoised audio requires knowing the transfer
function between the sound source and each 1D measure-
ment stemming from a surface point and vibration axis.

However, unlike a microphone array, our point signals
are not linked by simple time-of-arrival delays but by the
surface's mechanical wave propagation. Since sound travels
much faster in solids [5], the mechanical vibrations domi-
nate the object's overall motion. Fig. 2(b) shows this effect,
where two surface points (red and green) exhibit different
phase delays for different frequency components of a single
recording. Consequently, simple averaging, or even beam-
forming techniques such as delay-and-sum, yield degraded
results, as some frequencies interfere constructively while
others are canceled out [45].

A second challenge arises because different measure-
ment points exhibit distinct spectral energy distributions,
depending on their geometric locations relative to the mode
shapes. For example, points near a modal peak or valley
contribute little energy around that mode's frequency, since
our vibration measurement amplitudes are proportional to
the mode's spatial gradient, which vanishes at extrema (see
Fig. 2(c)). Moreover, the spectrum across all points may
be dominated by modal frequencies, imparting an unnatural
resonant timbre that we aim to suppress.

In Sec. 3.2, we derive a forward model that links the
measured speckle shifts to the underlying scene sound via
the surface's modal vibrations. This model provides the
missing bridge between frequency-dependent signals across
the grid. Then, Sec. 3.3 shows how to estimate the underly-
ing signal by implicitly inverting it, using an estimate of the
object's modal frequencies.

3.2. From scene sound to speckle-shift vibrations

Let s(t)2[ 1;1] denote the dimensionless sound signal
emitted by a source located near the imaged surface. The
sound pressure driving the surface vibrations, expressed in
units of Pa, is p(t) = s(t), where the constant accounts
for factors such as the source amplitude and the acoustic
attenuation between the source and the surface.

Our camera recovers the two-axis image-domain speckle
shifts v(x,;t) 2 R 2 for N surface grid points, where n=

dimensions; namely, ¥y and v denote the x- and y-axis
vibrations, respectively. We assume all N points fall on
the surface of a single object. The measured shifts, v{x



3.3. Recovering scene sound

Recovering s(t) using Eg. (8) requires estimating two main
surface properties: (a) the mode shape gradients at our mea-
surement points r ¢ (X, ) and (b) their corresponding im-
pulse responses (). We approximate the latter using its
analytical form given by Eqg. (5), which has three unknowns:

k; k;! k- Next, we describe how to estimate these param-
eters from the data and use them to recover s(t).

Estimating mode frequencies and shape gradients.
Here, we draw on classical modal analysis methods that use
spectral analysis to detect and extract mode shapes and fre-
qguencies [21]. Speci cally, let

a) mode gradients (measured) and shapes (computed
(@ mode gradients (measuie) anAhapes COMPUED Viewi) PN witg  VaiD2C % (9)

be the Fourier transform of point,x Then the mode fre-
guencies & can be identi ed by nding the local peaks in
the spectrum magnitude jV(x;!)j. Since we have a plu-

rality of points, we estimate the mode shapes using
(b) x-axis speckle shifts for both modes at two points
f' Gk robustndpeaks (V. n(xn;h)j);  (10)

where robust ndpeaks() is a robust procedure to identify
the mode frequencies and is described in Sec. 4.

Once the mode frequencies are identi ed, the mode
shape derivatives are extracted directly using [7, 8]:

Figure 2. Frequency-dependent coupling of speckle shifts across r " (x,) = Re V.(X n: k) V 1_(X°’ ) :

surface points. We measure drum membrane vibrations in re- Enia V(X n3 M IV 1(X0; M)

sponse to a logarithmic chirp using a 1010 speckle grid. Different ) _ (11)
audio frequencies produce distinct vibration patterns. (a) Two-axis Where Ea is the mean operator over all points and axes,
speckle shifts at two resonant frequencies (top) and their corre-and Refg is the real-part operator. Intuitively, the mode
sponding integrated mode shapes (bottom). (b) Speckle shifts areshape gradients are determined by the relative two-axis
frequency-coupled: the red and green points oscillate out of phasemagnitudes (sign included) of the harmonic signals for each
at 198 Hz but in phase at 411 Hz, so averaging them suppressegpoint x, at the mode frequencyy!, which directly follow

198 Hz components. (c) Points near mode-shape peaks or valleygrom V(X n; ™). The mode shapes are normalized by shift-
(where gradients vanish) show weak signal energy at that mode,ing all phase components to have a zero phase (using point
e.g., the blue point lacks spectral content near 411 Hz. xo) and then dividing by the mode's mean magnitude.

(c) x-axis FFT magnitudes for blue and orange points

correspond to the surface gradients up to a scaler Recovering the latent sound signal. Given the estimated
mode shape gradients and frequencies and Eq. (8), we re-
V(X nit) = 1 cu(Xn;t): (7) cover the sound'¥ (t) by solving:
. . X ?
where r  denotes the spatial gradient of u(x; t) [50]. argmin V(X n;t) r “(Xn) s(t) 6 () + ks(k 2;
Substituting Eq. (6) and p(t) into Eq. (7) yields the rela- s « k=1 2
tion between our raw vibration measurements and the orig- (12)
inal sound source: where @ (t) is computed by g (t) IFFT(G (1)) using its
_ o analytic form (Eq. (5)). We sef to some constant value in
v(xnit) rok(n) s®) ge(® +(x ni0: 8) G, )while | is jointly optimized in Eq. (12) (implicit in
k=1

Gk (1). Optimizing Eqg. (12) reverses the surface's resonant
effect while also denoising the signal by taking into account
curred at point n. This is our forward model, approximating the frequency-dependent phase relationship between the N

the relation between scene audio s(t) to the measured sur-€asurement points through the mode shapes. The resultis
face vibrations v(x: t) an “equalized' signal with a " atter' spectrum that is closer

to s(t) than any of the original signals.

where (x,;t)2R 2 is some signal-independent noise in-



Remark 1 In Eqg. (7), we assume that all speckle-based "
shift measurements share the same optical transfer factor ,
which is approximately the case in our imaging scenarios.
In the general case, however, effects like a high variance be-
tween the points' axial camera distance, may yield different
per-point scalers ,,. Nevertheless, the procedure described
in Sec. 3.3 still holds true since the factors will sim-

ply skew the numerically recovered mode shape gradients
in Eq. (11) by a constant per-point factor, while Eq. (12) is
agnostic to the true physical mode shape gradients of the
surface. See the supplementary for a detailed derivation.

(a) candidate mode frequencies from smoothed spectrum

. . b) removal of redundant modes with correlated shapes
4. Robust mode estimation (b) P

Our method relies on recovering the modal frequencies and
shapes of the observed objéctAs in prior modal anal-
ysis works, the modes can be extracted directly from the
data, assuming their frequencies are prominent in the sig-
nal's spectrum [7, 8]. In practice, however, most modes are
only activated by broadband excitations. We therefore as-
sume that, in aggregate, over the span of a longer recordingFigure 3. Robust mode estimation. (a) Initial mode candidates
(Imin, 5min, or even 30min), some incidental broadband are obtained by detecting peaks on the smoothed vibration spec-
events, such as snaps, claps, or impacts, occur and effedfrum (!). (b) Modes that exhibit high spatial correlation with
tively excite the full set of modes. This assumption is anal- Previously accepted ones are pruned (discarded modes and their
ogous to standard audio recording practice, in which a brief SPectral peaks are marked in red). (c) Remaining modes are eval-
segment of ambient sound is intentionally captured to later 3¢ by their spatial total variation (TV). Modes that violate the
aid noise removal. Thus, our task boils down to detecting eXp?dCted. m(?nomn'lc. increase of Sgat'fil Corgl]plex'ty with frequency
the correct mode frequenciesfb from the input signals. are identi ed as outliers (cyan) and rejected.

To robustly identify the mode frequencies, we compute

the standard deviation of the FFT magnitudes across,all x Property of vibration eigenmodes [19, 29] (Fig. 3(c)). This
nal stage rejects modes exhibiting unusually high spatial

(N =std n(ValxniDi); (13) frequency content at low temporal frequencies, which are
The std (1) helps reveal the modes because, on average, typically numerical artifacts.
frequencies belonging to modes will have variation between
the different surface points (mode-shape peaks or valleys)5. Calibration-based optimal recovery baseline
while uncorrelated noise has slight variation. We then apply
athree_stage procedure that progressive'y enforces Spectraﬂ:he method described in Sections 3 and 4 reconstructs the
spatial, and physical consistency. First, we smooth () response of the observed surface based on the analytical
with a local 5 Hz Savitzky—Golay Iter [35] and use SciPy's model provided by Eq. (8) and requires no direct access to
find 7peaks [4_‘]_] to extract initial mode frequency can- or intervention within the scene. The frequency response
didates (Fig. 3(a)). At this stage, all prominent spectral of most everyday materials tends to decrease in magnitude
peaks are retained, even if some correspond to noise or reWith increasing frequency, as is evident in all our recov-
dundant harmonics. Second, we recover the correspondered results (when compared to the source signal). A natural
ing mode shapes using Eq. (11) and prune highly correlatediuestion arises: how far are our results from the “optimal”
ones (Fig. 3(b)). Finally, we compute the total variation recovery —namely, the best recovery possible given the ob-

(c) elimination of physically inconsistent high-TV modes

(TV) of each mode Shape, jectIS transfer function?
X To answer this question, we propose a procedure to
TVE )= —@r LOCy) o+ —@r « (X Y) estimate the transfer function between the sound source
Xy @x , @ 2 and each 1D measurement from y(x) directly, thereby

] ] ) ~_ bypassing our analytical model entirely. This can be
and discard outliers that violate the expected monotonic in- gchieved by playing a known reference calibration sound
crease of spatial complexity with frequency, a fundamental i, the scene,'s' (t), while recording its resulting vibrations

iy - : :
LIn practice, we only recover a segment of the modes' shape, de ned v (xn;t). The known refereﬂce_ signal allows us to in-
by the positions of our laser grid points. vert the response at each point independently, then aver-
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